Using Magnitude Estimation in language acquisition research

Antonella Sorace

University of Edinburgh

Address for correspondence:

University of Edinburgh

School of Philosophy, Psychology and Language Sciences

Dugald Stewart Building

3 Charles Street

Edinburgh EH9 8AD

Scotland, UK.

Email: antonella@ling.ed.ac.uk

To appear in S. Unsworth & E. Blom (eds.) Experimental Methods in Language Acquisition Research . Amsterdam: John Benjamins
Using Magnitude Estimation in language acquisition research

1. Introduction

The use of acceptability judgment data, traditionally a primary source of evidence in linguistics, has undergone a real paradigm shift in the last fifteen years. On the one hand, many different alternative sources of data (e.g. corpora, experimental software) have become available; on the other hand, researchers have taken a serious interest in the psycholinguistic aspects of linguistic intuitions and in the nature of the ‘grammaticality’ construct. Within the new sub-field of  “experimental linguistics”, there is a growing awareness among both theoretical and developmental linguists that judgmental data should be collected in rigorous ways and thus satisfy normal experimental requirements of validity and reliability. Developmental judgmental data, whether from children acquiring their native language, adults acquiring a second language, or adults whose language is undergoing a process of attrition, need to be treated with even more care because of their inherently unstable and changing nature.

Magnitude Estimation has emerged in recent years as one of the methods of choice for the experimental study of both (adult) native and non-native intuitions. The use of Magnitude Estimation, moreover, has spurred the debate on experimental standards in research on language and language development. While not the only method available to collect data on grammaticality, it is a great asset in their experimental repertoire. This chapter provides an overview of the rationale behind Magnitude Estimation, comparing it to other, more conventional methods, outlining the linguistic variables and subjects it can be used with, as well as providing a detailed description of the procedure and reviewing its advantages and disadvantages.

2. Rationale
Acceptability judgments are essential data in both theoretical and developmental linguistic research (for extensive general discussion of the use of this method with adults, see Cowart 1997; Schütze 1996; for its use with children, see McDaniel and Smith Cairns 1996). Intuitional data are needed because there is no perfect correspondence between language knowledge and language use, both in native speakers and, to an even greater extent, in non-native speakers. Consequently, some constructions are unlikely to turn up in performance, because of their complexity and/or infrequency, or because speakers avoid producing them. Restricting observations to actually occurring data gives rise to what Featherston (2007) calls the “iceberg phenomenon”, i.e. to the lack of information about the status of infrequent or non-occurring constructions or about the reasons why certain structures can occur while other cannot. In other words, only judgment data allow the measurement of the cost of violations across the whole band of structural well-formedness. Corpus data and judgments are ultimately complementary: their combination permits the investigation of the relationship between what is grammatically legitimate and what occurs in production for individual speakers and populations. The challenge for experimental linguists is therefore to gather judgmental data in an informed way, trying to control for the extra-grammatical factors that may play a role in judgments (see e.g. Greenbaum 1977; Mohan 1977; Snow and Meijer 1977 for earlier but still valid work on possible interfering factors; Fanselow and Frisch 2005 for a more recent perspective). Order effects, for example, can be controlled for by using different randomizations for sentences, individual variation by testing groups, and lexical effects by having several lexical versions of the same sentence type. By taking these measures, researchers are on safer ground when they attribute to the syntax effects that cannot be accounted for in other ways.
In many cases acceptability judgment  data fail to provide a clear-cut division between fully acceptable sentences and fully unacceptable sentences. Rather, relevant linguistic examples are gradient, i.e., they come in varying degrees of acceptability (Fanselow, Féry and Schlesewsky 2005); speakers show optionality, appearing to accept and use two (apparently) contradictory forms, e.g., incompatible settings of the same syntactic parameter. Anyone who deals with developing grammars (in language acquisition, language attrition, language contact, diachronic change) is confronted with the existence of gradience and optionality in linguistic data (Sorace 2000, 2005, 2006). Optionality and gradience are not synonymous: optionality is characteristic of a grammar that allows different forms for the same meaning, whereas gradience is a manifestation of optionality and reveals the likelihood with which optional variants appear in production or affect comprehension. Optionality, therefore, is the precondition for gradience. There is a lively debate in the generative grammar literature as to the question of whether the source of optionality is the existence of multiple grammars in speakers’ competence (Kroch, 1989, Roeper, 1999) or the presence of underspecification (Clahsen, 1996, Tsimpli, Sorace, Heycock, Filiaci and Bouba, 2004) or, within the framework of Optimality Theory, the existence of conflicting violable costraints (see e.g. Hayes 2000). Independently of theoretical assumptions, some linguistic phenomena trigger gradient linguistic judgments, and some lead to binary linguistic judgments (see also Sorace & Keller 2005; Duffield 2004 for different theoretical accounts of these distinctions). Furthermore, the distinction between categorical and gradient constraints is associated with crosslinguistic effects: the former type of  constraints tend to be invariable across languages of the same type, while the latter type exhibits more variation across languages (see Keller and Alexopoulou, 2005).  Developmental effects of the distinction are also well-attested: categorical constraints reach a stable state in acquisition and are more likely to maintain it in a situation of attrition, whereas gradient constraints are often associated with protracted optionality and are more vulnerable to attrition effects (Sorace 2005. Tsimpli et al. 2004).  

From a methodological point of view, researchers need tools that allow them to capture both categorical distinctions and optionality, with its associated variation and gradience. Most conventional types of judgment tests, especially in the informal versions that were traditionally adopted in linguistics, are inherently unsuited to this purpose. Let us examine the tasks that conventional acceptability judgment tests may involve in some detail to see why this is the case..
In general, two broad types of judgments  may be required of informants:
(a) Absolute judgments require a decision as to whether (or to what extent) an object has a particular property. People tend to use their own implicit reference point. A non-linguistic example would be a request to judge the attractiveness of a particular painting on display at an art gallery. Faced with the question “Is this painting attractive?”, judges may mentally compare it with other paintings on display, or other paintings previously seen.
(b) Relative judgments require a comparison between two or more objects with respect to a particular property. The art gallery visitor would be asked to judge the attractiveness of a particular painting A with respect another painting B. 

In psychometric terms, people are usually better at producing relative rather than absolute judgments (see Nunnally, 1967).  Conventional measurements of linguistic acceptability, however, usually require informants to provide absolute judgments on sentences by means of category scales (acceptable, *) or limited ordinal (acceptable, ?, *, **) scales. These scales require absolute rating judgments, rather than relative ranking judgments. Ordinal scales do not provide information about the relative distance between adjacent points on the scale.
Measurements on these scales have several disadvantages that may prevent the researcher from getting reliable, unambiguous and interpretable results. First, these scales are limited in their range of values represented. A binary, 2-point scale (“good vs. bad”) is the most limited range, and yet the most common informal measurement traditionally used in the syntax literature. However, consider an alternative that is employed fairly often, an n-point rating scale with ‘anchored’ extremes, where the extremes may be labeled in many different ways (possible vs. impossible, natural vs. awkward, perfect vs. awful, etc.)  that usually cannot be consistently interpreted by informants: 
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Or consider the equivalent n-point rating scales typically expressed by means of symbols in the theoretical syntax literature:

√Completely natural

? Acceptable, but perhaps somewhat unnatural

?? Doubtful, but perhaps acceptable

?*Marginal, but not totally unacceptable

* Thoroughly unacceptable

** Completely impossible

These anchored scales are difficult to interpret, since the meaning of middle points on a rating scale (if left undefined) might correspond to either perceived intermediate acceptability or lack of confidence in one’s own knowledge (‘not sure’ or ‘don’t know’). The scales making use of diacritics are typically inconsistent in application: even trained linguists use symbols such as ‘?’ or ‘?*’  in different ways (see examples in Bard, Robertson & Sorace 1996). All rating scales lack statistical power: they are not straightforwardly susceptible to analysis via parametric statistics, because this type of analysis requires the data to be on an interval scale.  Furthermore, these scales cannot capture the relative strength of syntactic violations, the gradience within the domain of application of syntactic principles, and whether different populations may vary in these two respects. In order to obtain data useful to these purposes, the researchers may need to measure both the precise difference between acceptable and unacceptable sentences, and the strength of preferences expressed by informants for one sentence over another. The use of Magnitude Estimation in linguistics was developed in response to these concerns.

Magnitude estimation is an experimental technique widely used in psychophysics to determine quickly and easily how much of a given sensation a person is having. Stevens (1971, 1975) was the first experimenter to suggest using magnitude estimations to scale sensation in a quantitative way. The primary aim of psychophysical investigations is to discover and describe the relationship between the objectively determined physical dimensions of stimuli and the subjective estimates of the magnitudes of those dimensions: psychophysical methods are essentially concerned with measuring the discrepancy between the informants' judgments and the objective physical states of affairs about which judgments are made.
In a magnitude estimation experiment participants are presented with a standard stimulus (the “modulus”) exemplifying a particular dimension (length, loudness, brightness, etc) and are asked to express the magnitude of the pertinent characteristic by a number. They are then presented with a series of stimuli that vary in intensity and are asked to assign each of the stimuli a number relative to the standard stimulus. An arbitrary number is assigned to the modulus to reflect its degree of perceived intensity, and then to each successive stimulus to indicate their apparent magnitude relative to the first. People are reliably good at judging variation in intensity for physical stimuli: their estimates generally match the objective measurements of the stimuli. Linear regression of estimates against physical measures in log-log coordinates produces a straight line with a slope characteristics of the physical property being assessed: equal ratios on the physical dimension give rise to equal ratios of judgments (Stevens’ “Power Law”; Stevens 1957)). 

Unlike physical dimensions, however, linguistic acceptability has no obvious metric continuum to plot against the informants’ impressions. This fundamental difference has not precluded the extension of the psychophysical paradigm and methodology to other, non-metric continua. It has been shown by numerous studies of psycho-social continua with no objective metric (prestige of occupations, support for political policies, etc.; see Lodge, 1981, for a review) that social opinions can be subjected to the same quantitative methods and analyses as psychophysical judgments and sensations. In particular, it has been demonstrated that the magnitude scaling approach can be successfully employed to validate social scales, thus providing a quantitative and powerful measurement of social opinions. This suggests that scales obtained though judgments on sociopsychological variables obey the same laws as judgments obtained through judgments on sensory variables. Linguistic acceptability is unlikely to be different.
3. Linguistic variables
Because Magnitude Estimation typically tends to yield more fine-grained distinctions than conventional rating or ordinal ranking scales, it is particularly suitable for the investigation of structures that exhibit gradience and, more generally, developmental optionality in second language acquisition or first language attrition.

Magnitude estimation was used on acceptability judgments for the first time by Sorace (1992) in a study of gradient effects of verbal lexical-semantics on the choice of perfective auxiliaries in native and non-native Italian. The results of Magnitude Estimation tests were compared with those obtained using a more familiar ordinal ranking technique (Card Sorting) and it was found that Magnitude Estimation reliably produced a more differentiated pattern than the other method.  Magnitude Estimation has since been used in a wide range of linguistic studies focusing on (among many others) resumptive pronouns in English (McDaniel and Cowart 1999; Alexopoulou and Keller 2007), Wh-extraction in German (Featherston 2005), unaccusativity in German (Keller and Sorace 2003); superiority in Slavic (Meyer 2003), word order in Greek (Keller & Alexopoulou 2001), bridge and V2 verbs (Featherston 2004). Applications of Magnitude Estimation to developmental research include studies of L1 attrition at the syntax-pragmatics interface (Tsimpli et al. 2004); restructuring constructions in L2 Italian (Kras 2008); pronouns and clitics in L2 Spanish and Greek (Parodi and Tsimpli 2005); focus in L2 Hungarian (Papp 2000), verb movement and null subject parameters in L2 French and Spanish (Ayoun 2005, scrambling in near-native L2 German (Hopp 2007, in press) and residual verb raising in Faroese (Heycock and Sorace 2007; Heycock, Sorace and Hansen, in press). Although most of the work using Magnitude Estimation has thus far focussed on syntactic phenomena, the method could in principle be applied to other domains, such as phonology.

4. Subjects
Magnitude Estimation is particularly suitable for experiments involving adult participants. It may not be the technique of choice for fieldwork involving low-literacy or low-numeracy people. It has not been employed to test the linguistic intuitions of children, although it is plausible to assume that older children may be able to perform non-numerical Magnitude Estimation tasks. 

5. Description of procedure

5.1 Design requirements

A typical Magnitude Estimation experiment does not have any particular design requirements apart from those normally adopted by any experimental test of linguistic acceptability (random sampling of subjects and assignment of participants to conditions, selection and balancing of grammatical and ungrammatical stimuli, multiple lexicalizations, inclusion of fillers, etc.). There are, however, a number of options available about choice of modulus, modality of presentation, and instructions. Moreover, the inclusion of a wide range of stimuli, including some that are completely grammatical and strongly ungrammatical, is especially important in a Magnitude Estimation experiment in order to provide points of reference both for within-subject and across-subject comparisons.
 The experimenter has the option of choosing a fixed modulus (that is, the first stimulus of the series of sentences to be judged), assigning a fixed arbitrary number (or line) to it. The ideal fixed modulus has an intermediate degree of acceptability, so that subsequent estimates can go up or down depending on the higher or lower degree of acceptability of the following sentences. Alternatively, informants may see different moduli, depending on the randomization they receive; this alternative (“free modulus Magnitude Estimation”) is the original and preferred method in psychophysical research, and is also often used in linguistic research. While the first option might have better face validity, because it is perceived as less demanding by informants, it is not clear whether and to what extent it affects the ultimate reliability of the estimates.

The other choice is whether to leave the modulus in sight throughout the experiment. The advantage of this option is, again, in terms of face validity since it appears to require less memory effort, but it is not known whether it differs substantially from the more common alternative of removing the modulus from sight. When the modulus is no longer visible, it does not matter whether informants can remember it or the number they assigned to it: if they make judgments proportionally, the reference point shifts as they proceed through the experiment.
While the numerical modality is the most common, other modalities are possible. For example, informants may be required to represent their judgments using lines of different length. The line length modality can have higher psychological validity, particularly if informants are not numerically literate or do not have much confidence in their numerical abilities. Line lengths are often used in numerical magnitude estimation experiments as a “calibration” control or practice condition (Lodge 1981) to ensure that participants familiarize themselves with the task of performing magnitude estimations. Showing that for a group of informants magnitude estimations increases proportionally to the length of lines serves the purpose of establishing that the informants understand the instructions they have been given and can assign numbers to their perceptions of acceptability systematically.  Bard, Robertson and Sorace (1996) used line length in applying a standard validation procedure (i.e. cross-modality matching and replication) for numerical magnitude estimation: participants were asked to use one modality (i.e. numbers) to judge the magnitude of the other (i.e. line lengths). The procedure confirmed the reliability of the technique.
Below is an example of instructions for a calibration session making use of the line length modality.  

You will see a series of lines on the screen. The first is your reference line. Assign this reference line an arbitrary number. Then judge the other lines in a proportional way. For example, if a line seems twice as long as the reference line, assign it twice the number you have assigned to the reference line. If it looks only one third as long, assign it one third of the reference number. 

So for example, if the reference line is this:

________________________

you might assign it the number 8

Then the second line might be this:

____

You may think that this line is one fourth the length of the reference line and so you may want to assign it a 2.

Then you might see a third line that looks like this:

____________________________________________________________________________

You may decide that this line is three times as long as the reference line and so assign it a 24.
[actual practice session follows]

The following is an example of instructions for a sentence judging session typically used in a free-modulus Magnitude Estimation linguistic experiment making use of the numerical modality.

The purpose of this exercise is to get you to judge the acceptability of some English sentences.  You will see a series of sentences on the screen.  These sentences are all different.  Some will seem perfectly okay to you, but others will not.  What we're after is not what you think of the meaning of the sentence, but what you think of the way it's constructed.  Your task is to judge how good or bad each sentence is by assigning a number to it. 

You can use any number that seems appropriate to you.  For each sentence after the first, assign a number to show how good or bad that sentence is in proportion to the reference sentence.
For example, if the first sentence was:

(1) cat the mat on sat the.

and you gave it a 10,  and if the next example: 

(2) the dog the bone ate.

seemed 10 times better, you could give it 100.  If it seems half as good as the reference sentence, you could give it the number 5.

You can use any range of positive numbers you like including, if necessary, fractions or decimals.  You should not restrict your responses to, say, a 1-10 academic marking scale.  However please do not use negative  (minus) numbers or zero, because they are not proper multiples or fractions of positive numbers.  

If you forget the reference sentence don't worry; if each of your judgments is in proportion to the first, you can judge the new sentence relative to any of them that you do remember.
There are no 'correct' answers, so whatever seems right to you is a valid response.  Nor is there a 'correct' range of answers or a `correct` place to start.  Any convenient positive number will do for the reference. 

We are interested in your first impressions, so don't spend too long thinking about your judgment.  
Remember:

• Use any number you like for the first sentence.

• Judge each sentence in proportion to the reference sentence.

• Use any positive numbers you think appropriate.

[actual experimental session follows]

There is a tendency in some people to use a fixed (usually 10-point) scale, possibly because of familiarity with school marking systems. If the instructions contain an explicit warning against using a restricted range of numbers, the tendency is much reduced (Bard et al. 1996). Informants are very sensitive to instructions: these have to be as explicit and clear as possible. A detailed practice session is essential and should ideally include both a line-length judging exercise and a sentence acceptability exercise on unrelated structures exhibiting similar gradients of acceptability. When working with non-native informants, it is advisable to provide instructions in the informants’ native language to ensure comprehension.

Some researchers have argued that informants may not be able to perform true ratio judgments of linguistic acceptability because they do not have access to a zero value (Featherston 2008; Sprouse 2007a, b). For this reason, Featherston proposes a modification of Magnitude Estimation in which informants are provided with two reference items, one quite good but not perfect and the other quite bad but not impossible, which are anchored with given numerical values. The amplitude of the scale is therefore set in advance and informants do not need to provide ratio judgments, but they can simply move up and down with respect to the references in an open-ended way. While this variant of Magnitude Estimation may have greater face-validity, it is not clear whether it produces more reliable results than canonical Magnitude Estimation.

It has also been argued (e.g. Sprouse 2007b) that people may give judgments on a linear scale (“more or less acceptable”) instead of a proportional scale (“twice as acceptable”, “a third as acceptable”, etc.). While it is true that there is individual variation in the ability to perform magnitude estimates and therefore some people may rely on more familiar linear scales, most informants can provide proportional judgments about non-metric dimensions if they are given clear instructions and sufficient training.
5.2 Development of stimuli
Magnitude Estimation is especially suited to the investigation of intermediate grammaticality. It is essential, however, to ensure that informants also judge sentences that uncontroversially belong to the grammatical and ungrammatical categories. The inclusion of these sentences not only provides the standard against which estimates of gradient grammaticality may be measured, but also enhances the validity of comparisons across individuals and groups.

5.3 Equipment

Magnitude Estimation is often administered in laboratory conditions (i.e. via an interactive software). It is, however, very adaptable and can also  be used with minimal equipment, such as pencil and paper, an overhead projector, and answer sheets (see Bard et al. 1996 for a demonstration).
Keller et al. (1998) and Mayo et al (2005) have developed a dedicated interactive software – WebExp2 – which includes a Magnitude Estimation option to collect acceptability judgment remotely on the internet, as well as in standard experimental conditions. (http://www.webexp.info/). WebExp2 offers most of the standard features for conducting web-based experiments (see Reips 2002 on standards for internet-based experimenting), including individual randomization of the experimental materials for each subject, automatic subject authentication and storing of the data in a format that can be easily processed by standard statistics packages. Web-based Magnitude Estimation has been subjected to standard validation procedures (Keller & Alexopoulou 2001), which indicates that the data it produces are comparable to lab-based data. 

6. Analysis and outcomes

Magnitude Estimation data need to be normalized before statistical analysis because people use different ranges of estimates and the estimates normally have a skewed distribution. This can be achieved in (at least) two ways, which typically yield comparable results:

(a) Transforming raw magnitude values into logarithms before carrying out any further operation. This is standard practice in Magnitude Estimation experiments (but see Sprouse 2007a,b for arguments against this procedure on the grounds that Magnitude Estimation responses are not log-normally distributed). Geometric means are the preferred measures of central tendency for log-transformed data.
(b) Dividing each numerical value by the modulus that the subject assigned to the reference sentence and then carrying out analyses on the log-transformed judgments.
Both these normalization procedures are easily performed by any statistical package.

One of the objections raised to the use of Magnitude Estimation is that it does not allow the possibility of capturing categorical distinctions; in e.g. Sprouse’s (2007b) words, “[b]y removing the categorization aspect of the task, one might expect that responses would no longer show any categorical distinction between grammatical and ungrammatical sentences”. However, there is no reason why categorical grammaticality should not emerge from Magnitude Estimation data. If informants perceive the grammaticality of a given structure in a categorical way, they impose a binary distinction on their scale, as both Sorace (1992, 1993) originally found and Sprouse (2007a, b) reports of his own experiments. Informants can impose on their scale as many degrees of acceptability as they perceive: if their judgment on a structure is categorical, they will distinguish only two degrees. 

7. Advantages and disadvantages  
7.1 Advantages

A number of experimental paradigms have recently been found to produce comparable data to those obtained via Magnitude Estimation. Acceptability judgment tasks adopting an ordinal scale, typically with five or seven points elicit data that have been shown to correlate well with Magnitude Estimation data (Keller, 2000b; Keller and Asudeh, 2001). Another widely used technique are speeded acceptability judgments, where informants are required to classify sentences as acceptable or unacceptable as quickly as possible, and reaction times are measured (e.g., McElree & Griffith 1995; Hopp 2007; Bader & Bayer 2006). This technique has also been found to be consistent with Magnitude Estimation in the patterns of results obtained (Bader, Schmid & Häussler, 2007). It is, in itself, not surprising that different methods, if rigorously applied, may produce similar outcomes. However,  Magnitude Estimation combines several features that are especially advantageous for research on language development. 

First, it is more sensitive than other methods to gradience in acceptability judgments and is therefore able to capture optionality and instability in both native and non-native speakers’ linguistic intuitions, as they relate to language development and language change. 

Second, it does not restrict the number of values that can be used. Informants are able to express their intuitions without any restrictions of the judgment scale. The participants themselves fix the value of the reference item relative to which subsequent judgments are made. The scale used by informants is open-ended and has no minimum division: informants can always add a further highest score or produce an additional intermediate rating. The result is that informants are able to produce judgments that distinguish all and only the differences they perceive. 

Third, it does not require scaling according to an absolute accuracy criterion; rather, scaling is about the relative relationships among sentences of different acceptability. Informants are asked to provide purely comparative judgments, relative both to a reference item and to the individual subject’s own previous judgments. Such relative judgements are exactly the kind of judgements which people are good at (Nunnally, 1967). 

Fourth, Magnitude Estimation allows us to use the full power of experimental design and statistical analysis to test hypotheses derived from linguistic theory. It yields interval scales, which allow the application of parametric statistics. Furthermore, arithmetic operations can be applied to the estimates, allowing a direct indication of the speaker’s ability to discriminate between grammatical and ungrammatical sentences, and therefore a direct measure of the strength of speakers’ preferences. For example, given a pair of sentences that are grammatical and ungrammatical versions of the same sentence type, the acceptability estimate for the ungrammatical sentence may be subtracted from the estimate given to its grammatical counterpart: the size of the difference is an index of the strength of preference for one over the other. 
Fifth, even though web-based Magnitude Estimation lacks the control of an experimental setting, it makes it possible to collect acceptability judgments from a potentially great number of informants. This makes it ideally suited to data collection in the early stages of a project, which may later be supplemented by controlled lab-based experiments.

Finally,  Magnitude Estimation can be applied in a wide range of language studies on different topics and within different theoretical frameworks. 
7.2  Disadvantages 
One of the potential drawbacks of Magnitude Estimation is its low face-validity: some informants lack confidence in their ability to perform the task, especially in the numerical modality. For this reason, a longer practice session may be necessary than for other methods, which may reduce the applicability of the method in some settings. Moreover, Magnitude Estimation may not be the best method for certain kinds of language acquisition experiments requiring, fieldwork with less educated, impaired or elderly participants. There may also be more individual variation, even among typical adult experimental subjects, in the ability of perform proportional magnitude estimates.

It may be argued that using Magnitude Estimation rules out the possibility of carrying out inter-group comparisons in standard between-subject designs. While these comparisons, unlike within-subject comparisons, are not straightforward, this conclusion does not seem justified. Normalization procedures should reduce the variance due to the fact that informants use different scales. Particularly important in this respect, in addition to calibration and normalization procedures, is the inclusion of clearly grammatical and clearly ungrammatical sentences, which are likely to be perceived with similar intensity across individuals and which can therefore provide a common  ‘standard’ of judgment. Finally, simple statistical comparison of the distributions of the group data sets should show whether the data are different. 
However, the data may contain considerable individual variation because insufficient training and calibration may result in different interpretations of the task and of the linguistic stimuli to be judged, making participants sensitive to contextual effects in variable ways (see Lawless et al. 2000 and Schaeffer and Bradburn 1989 for discussion of these issues in psychophysics and social sciences, respectively). Informants from different linguistic, cultural or educational backgrounds may tend to have different levels of ability to engage in a magnitude estimation task, although this is true, of course, of any experimental task.

8. Dos and don’ts
8.1 Dos 
• Do use different randomizations for each participant (WebExp does this automatically)

• Do give clear instructions, encouraging informants not to limit their judgments to a pre-determined scale.

• If using a fixed modulus, do choose one of intermediate grammaticality.

• Do use a practice section that includes both line lengths and sentences.

• Do allow sufficient time for the practice session.

8.2 Don’ts

• Don’t provide only examples of intermediate grammaticality; also include clearly grammatical and clearly ungrammatical examples.

• Don’t assume that non-native speakers understand instructions in English: provide them in their native language.

• Don’t have too many sentences: the task may become too demanding for some informants.
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